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The Internet has changed society and is increasingly shaping social communities and business interactions. The Internet has evolved from the largely static Information Super Highway of the 90’s to a critical infrastructure supporting all aspects of life in the 21st Century. Internet applications increasingly require a combination of capabilities from traditionally separate technology domains to deliver the flexibility and dependability required by users. 

European ICT research supported by the EU 7th framework programme aims to develop key technologies for the Internet of the Future helping to sustain economic growth and improve social welfare of European citizens. To achieve this objective European Future Internet research has created a Future Internet Assembly (FIA) that has been structured according to five research areas Content, Networks, Security, Services and Things with an additional Testbed area for large scale experimental testing. The objective of the FIA is to identify, understand and resolve convergence challenges between these technology domains and to give Europe the lead edge over other competing global initiatives.
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Figure 1: Future Internet convergence pentagram

Figure 1 shows that convergence analysis in the Future Internet is a complex and highly connected task. Stakeholders from each area maintain their technological perspective but rarely consider the views of others unless it is seen as a critical research objective. The FIA provides an opportunity to engage key stakeholders from each area,  create dialog and explore convergence topics from different perspectives. In the following analysis we explore key convergence challenges for the Future Internet and provide some final concluding remarks about how the FIA initiative may pan out.

Security

Security is the biggest challenge for businesses and individuals using today’s ubiquitous (but still relatively static and unintelligent) Internet. Security technologies are reasonably well developed, but it is hard to match technical solutions to address the diverse needs of businesses and individuals, especially in cross-domain (i.e. most Internet-based) applications. A ‘one size fits all’ approach is inappropriate, so solutions have to be selected and configured at the point of use. This requires a level of technical understanding that most users simply don’t have. Without a dramatic improvement in usability, the opportunities for subversion of trust decisions through social engineering and other forms of attack will remain legion. For some widely used applications, the best approach is to use no security measures, leaving users to handle the consequences (e.g. email, P2P file sharing, etc). Unfortunately, knowing the Internet is insecure is not enough to prevent malicious or accidental loss of control over confidential data, privacy and even identity.

In the Future Internet, things will be much worse. Closer integration of networks, services and devices will cause further diversification of security requirements, and greater complexity in the configuration of security measures at all levels to meet them. Automated management of networks and services over their entire lifecycle will mean security has to be driven by higher-level ‘meta-policies’ making it harder to be sure that requirements are met. Meanwhile, familiar models for understanding security will be undermined – e.g. when does a user ‘log in’ if they are continuously connected? The integration of ‘things’ (including people) into the Future Internet, and the wider use of virtual environments to conduct ‘real’ personal and business interactions means security breaches will have more immediate (and possibly more serious) consequences in the real world.

In some sense, security as a whole is a ‘cross-cutting’ issue. If the Future Internet is to be any more trustworthy than today’s Internet, security must pervade and be consistent at all levels, in the network, at endpoint services and devices, and in content as it is seamlessly transferred, processed and utilised. At the same time, it must become more user-friendly and intuitive, so users can specify their requirements and make trust decisions with greater confidence that the resulting protection will meet their needs. The challenge is to formulate consistent and usable security, able to meet diverse requirements, and keep pace with the struggle for dominance between network operators, content owners, services and things (including people). If security mechanisms cannot maintain the socio-economic balance of power, then one or more of these groups will seek to withdraw, and the Future Internet vision will not be realised.

Things 

The Internet of Things (IoT) is currently to do with the interconnection of objects (in the functional sense) rather than people, although people as services will increasingly become relevant. It is worth thinking about the difference between the two environments. People communicate in order to exchange ideas and concepts – so the Internet is used at present to allow people to discover information, share experiences or communicate directly with each other. They might use it to shop (most people do), to download music, videos, games, functional software. Google is hugely successful because it is giving people unprecedented access to the answers to questions they never knew how to ask – so Google is seen as a resource which takes the search out of discovery. 

The new IoT is not about any of this. It is about non-human entities exchanging information, but information of a different nature, such as status and interaction without the need for any human interaction at all. The burglar alarm might communicate with a police computer, the fridge might communicate with a menu application or a food supply chain, the air conditioning might communicate with the met office weather forecasts and the home window controls, garden watering apparatus or ice-cream supplier (in cooperation with the freezer) to set environmental living conditions – and the aircon might communicate with the agenda application of the home owner to decide whether they need house ambience to be set at a certain level. None of these interactions need to be verbal or understandable by a human, but they need to be standardised and understandable by any device that needs to exchange such information and act on it. The major requirement here is going to be for semantics that express concrete information in a machine exchangeable way and for client applications that allow a vast range of entities to join the internet of things. Quality of Service will be very important – but how will it be measured, and by what? Security will be important in order to protect information and resist external access by hostile elements. Validation and verification of data is important, but this would also have to be at machine level, conducted by applications or agents, and consequently these applications themselves need to be validated and verified by agencies. Where will these agencies come from, and how will their operations be monitored, and by whom? 

Connectivity, particularly in the area of self-configuring smart networks of sensors needs to be developed for the numbers of sensors anticipated. It is estimated that each person on the planet will be surrounded by at least 1,000 sensor devices – and with the introduction of “nano-dust” sensors this figure will increase by orders of magnitude. The network will need to be able to support “networks of networks”, which will dynamically reconfigure themselves according to condition and environment. Agencies will deploy ad-hoc sensors in fields of conflict, areas of environmental or humanitarian disaster or even as part of health-monitoring activities.

Key technologies which underpin the IoT are RFID, wireless interconnect, nano-technology, sensors and embedded intelligence, but there are also necessary developments in privacy, security, data management and networking, regulation, legislation, standardisation …

The IoT will impact industrialised society but will also impact the third world once the ‘things’ become small enough to deploy widely at very low cost. They can then be used to dynamically monitor pollution, ground-water levels, toxicity, atmospheric conditions and so on. Research into the self-organisation of such very large networks of devices and sensors will be needed (from the nano-scale to the giga-device) as well as research into the data-handling needs of such huge arrays of sensors, and the semantics necessary to support them.

Content 

Content is now about anything that is created and delivered to a multitude of platforms over the Internet. It may be created by professionals, such as is traditionally associated with broadcasters and film makers or, increasingly, it can be produced by amateurs or by professionals in fields other than the creative arts (such as scientists, artists, politicians, historians, architects etc) who may produce blogs of their work or upload and distribute images gathered during the course of their everyday life. We tend to associate the word ‘content’ with visual and audio content, but this will not always be the case. Future content will include tactile and olfactory information (‘feel this’ or ‘smell that’). Moreover, content will become more interactive and immediate – people will be sharing their experiences over the Internet through shared virtual environments (similar to Second Life) or a mixed-reality environments whereby one or a number of people will share experiences with someone in a real situation, able to view the images, hear the sounds, discuss freely and maybe feel and smell the environment, too.  

This huge augmentation of the content landscape will lead to many challenges, technical, legal and regulatory, not least because the traditional social, ethnographic and geographic boundaries will no longer apply. The networks will need to be able to handle ever-increasing volumes of content exchange, which will no longer be asymmetric as in the past, but will demand similar upload and download capacities as people share images and experiences. New forms of exchange will be needed (beyond Peer 2 Peer) and storage and retrieval demands will be immense. As people start to move between environments and social contexts they will expect their connection and their access to content to move with them. This needs to be managed transparently to give an ‘always on’ experience to each user, whilst ensuring they maintain control of their privacy. 

The legal control of content will become paramount – individuals will own copyright in their works and may be seeking micro-payment for public use of their own content, whilst wishing to share personal content with families and friends without constraint. Web 2.0 has got lots of people excited and generated significant VC investment but making money from content delivered on the Web is rarely achieved. Consumers will typically pay for content delivered to their television but the Web is perceived to be free and changing that attitude has not yet been achieved. Professional content producers will need to gain financial benefit from their work, but the public will need open access to publicly owned content much as they have today in museums and libraries. Developing sustainable economic models beyond ad-supported content will be essential.

There will need to be both technical and legal approaches to tagging, managing, storing and accessing content commensurate with the social and business needs of individuals and communities. There will also be regulatory and governmental issues to do with accessing, monitoring and restricting the generation and use of content, much of which will be geographically sensitive. The inclusion of contextual information as part of any piece of content will need to be standardised, and effective ontologies developed to permit the identification and association of content with a high degree of accuracy and reliability.

In summary, the public view of ‘content’ will change fundamentally over the next 15 – 20 years to include not just the image or sound as it does today, but to see context, ownership, environment as an integral part. The way that the content is experienced, consumed and shared will also change with the changing opportunities afforded by the future internet, and users will expect immersive or mixed reality presentation to be available anywhere anytime and on any device.
Networks

In the 21st Century, as networks grow in capacity, complexity and connectedness, the management of network devices (routers, switches, filters, etc) is increasingly being handled autonomously based on event-trigger-action policies. To enable this approach, network devices (and even entire networks) are increasingly being treated as services, leading to an architectural convergence between the networks and endpoint devices.

Meanwhile, the expectation of predictable quality of service from the endpoint devices (services and things) means their management is becoming intertwined with the management of the network. An endpoint service delivering content or processing cannot offer a guaranteed delivery time unless there is also a guaranteed transfer speed (and sometimes latency/stability) in the networks linking the service and its customers. Similar couplings arise with other non-functional characteristics such as security. For example, if an endpoint service may need to be both fast and secure then it may make sense to negotiate a physically isolated connection with its customer and avoid the need for endpoint security (e.g. authentication and encryption) at the service which may compromise performance. But if performance is less of an issue, it may be better to handle security at the endpoint (e.g. to eliminate a trusted dependency on the network operator, or to reduce cost).

Thus it is increasingly necessary to integrate the management of services (and applications) including security with the management of networks. Only then can each be responsive to the needs of the other, allowing optimal management of the Future Internet across all layers.

This implies technical challenges – e.g. consolidation of self-management architectures – but also business and human challenges. Today, it is clear that the struggle for economic mastery over the Internet lies mainly between the content owners and network operators. Users expect to pay for connectivity, and for some (not all) content, but they currently expect services to be free. Some services (e.g. DNS, search engines) play a crucial role and are funded through a mixture of advertising, sponsorship or taxes, but application services are paupers in the economic landscape.

The increased involvement of users (members of the public) in providing content is starting to change this landscape, as services to analyse, manipulate and manage ‘free’ as well as ‘owned’ content grow in value. At the same time, the volatility of application services will make it harder for network operators to manage networks independently of endpoint application services. This suggests a need for closer cooperation as well as interoperation between network and service operators, and possibly new ways to deliver value to end users in the Future Internet.

Services 

Reliance on service-oriented systems will dramatically increase as society and the enterprise endeavour to meet the social, political, environmental and economic challenges of the next decade. The complexity and scale of applications will expand by orders of magnitude due to increasing need for flexibility, dynamicity, mobility, and distributed policy and regulatory compliance in a network of highly connected diverse physical (Things) and IT assets (Content, Services, Networks) under different stakeholder control. Many challenges exist that will require real innovation, such as the tools, services, architectures and theories to support the application of emerging and partly user-generated service ecosystems, supporting new business models and new forms of social networking, with self-governance to address business, social and legal challenges presented by these new paradigms.

After more than 10 years research and development of service-oriented systems economically viable global service networks have yet to materialise. Current software engineering theories and service specifications assume software lifecycle models that significantly restrict the potential of service-oriented systems and the ability of such systems to support meaningful and dynamic social and economic relationships required by the Future Internet.  

Today, service-oriented systems are developed using software engineering approaches that assume system boundaries and behaviour (functional and non-functional properties) can be defined, analysed, verified and validated in advance of service deployment and operation. The assumption that an entire system can be known a priori no longer holds because consumers need to recruit, monitor and govern resources they need for applications from a diverse set of devices, content, services and network connectivity options based on dynamically changing social and/or business objectives. Non-functional characteristics of these applications cannot be known at design time and availability of such applications will lie in different domains of control. Such service-oriented systems will be extremely flexible, but this flexibility stems from inherently volatile and new design theories and modelling approaches will be required to assure security, reliability, availability and commercially viability by design in this environment.

Provisioning increasingly diverse applications that combine assets beyond traditional computation and storage such as Things, Content, and even Human Resources will significantly increase the complexity of service orchestration with a greater use of semantic models for meaningful composition of services. Services will also need to abstract QoS terms throughout the technology stack from low-level technical metrics through to high-level B2B QoS guarantees. The provisioning of a service will no longer be at a single OSI layer. Infrastructures will provision at an appropriate level dependant upon consumer non-functional requirements such as network trust, QoS and security constraints. This is a radically different provisioning approach and architectural models for guaranteeing non-functional characteristics will need to be formulated between all domains.

Increasingly, complex distributed systems and information will be built by non-IT experts who will potentially vastly outnumber those who are formally trained in software and systems engineering. Service domain abstractions and interaction patterns will be needed to build application specific solutions and transition to a world of user generated content and services developed, provisioned and programmed by an increasingly diverse set of non-IT experts. The complexity of such systems and lifecycle interactions will require new goal oriented programming abstractions that are sufficiently expressive to support consumers with a wide range of technical and domain expertise to intelligently compose services, to engineer applications and systems at all infrastructure levels (service, network, energy). These abstractions should allow service operators and consumers to assess risk, and manage the security, availability and trustworthiness of applications considering the scale, complexity and dynamic nature of opportunities and threats in a global service network. Self-governance of Services and Networks will be essential to support cost-effective operation of such systems and new service platforms will need to be developed that combine monitoring and predictive techniques that allow services be managed to achieve stakeholder objectives by behaving intuitively and recognising business insights in operational environments.

The Future Internet will be as much about consumers as suppliers, and many users will be prosumers creating and providing services as well as consuming them. The creation and governance of applications of service-oriented infrastructures must become much easier for all types of users as the diversity and scale of assets dramatically increases, especially for applications that span multiple administrative domains. Socio-economic issues will grow in importance, and an interdisciplinary approach will be essential to ensure success.

Conclusions

The Future Internet initiative provides a unique opportunity to create a 21st century infrastructure that meets the global needs of business and society. However, to achieve this goal dialog is essential between people with different future perspectives to unleash the new insights required whilst mitigating threats perceived by each stakeholder. Maintaining the socio-economic balance will be essential for the success of this initiative. 

Today we have disparate visions for the Future Internet and how it will serve society and business. A key objective for the FIA must be to begin conversation about vision but the current working group structure and processes are technically oriented, low level and lack a cohesive high-level viewpoint. The current structure of five domains is complex and has too many interactions to support meaningful and successful conversation between participants. We may see a transition from today’s structure to a more simplified model that is representative a future vision as various groups identify topics and an overall picture begins to emerge. By focusing on a shared future structure discussions can be planned to foster dialog to achieve this future goal. 

Analysing the key issues from each perspective we can see obvious domains where a convergence of perspectives is necessary to provide a more coherent foundation for Future Internet dialog. A high-level outline of convergence topics is shown in Figure 2.
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Figure 2: Initial convergence topics

Networks and Services have been converging for over 10 years but there is still a gap both in commercial and research domains (due to the EC structure and historical separation). Resulting architectures, service platforms and infrastructures also differ. The challenges for Networks and Services are very similar (self.*, greater adaptively, scalability, trustworthiness, etc) although each currently has strengths and weaknesses. Services are strong with respect to supporting business relationships and raising levels of abstraction whereas Networks have strong links with content delivery and adapting customer quality of service requirements for time-dependant applications. In most cases Content providers consider Services as part of the Network and this is reflected in trends in commercial partnerships between content providers and network operators. 

Content and Things also have many similar challenges as each tries to monitor and create authentic real-world experiences to support decision makers including humans and agents working on behalf of them. In both domains we see massive augmentation of information from the real-world created by humans or environmental monitoring devices with information generated virtually to create mixed relality environments. The diversity of information, context in which is created and dynamic (and unknown) context in which it can be used is common to both areas although Things today typically deal with environmental rather than human experience. Things and Content are well connected with the Network domain. Network is seen by Content as the method for connecting users and content with Services as an implicit part of the network. Things deal with 1000’s of interconnected devices and therefore experience many of the challenges of reconfiguration fixed, wireless and mobile networking paradigms.
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Figure 3: Possible future structure

What is clear is that the structure for the FIA is going to change as we converge on a future vision for the Future Internet. Figure 3 shows a possible future structure for the Future Internet Assembly for the end of 2008 based on initially sharing perspectives between Networks/Services and Content/Things. The result of discussions will likely produce three focus areas:

· Socio-economic security, health and safety (Security): responsible for protecting the experience of users in the real-world from Internet threats

· Authentic real-world experience (Content and Things): responsible monitoring and creating real-world experience from the mixed environment and information content

· Service networks (Networks and Services): responsible for services that deliver real-world experience to Internet users

The new structure simplifies communication channels from 10 bilateral dialogs to three core dialogs and two perspective dialogs.  How the structure and processes for the FIA actually develop will become clearer over the next 6 months as working groups and topics begin to stabilise. However, each working group is likely to remain active for the lifetime of FP7 as they provide the important links to concertation activities in each EC Unit. What is clear that all conversation needs to focus on the centre ground to develop the vision and effort must be made to build bridges rather than maintaining inward looking group viewpoints.
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